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Abstract

Legged locomotion has made significant progress in recent years, allowing learned policies
to traverse complex and rough terrain. However, these policies typically follow velocity
commands provided by a human operator or a high-level planner, leaving the robot short
of full autonomy.

To navigate an unknown environment autonomously, a policy must remember information
that leaves its field of view and only becomes relevant much later. Reinforcement learning
commonly addresses this with memory architectures such as Long Short-Term Memorys
(LSTMs) trained end-to-end with the policy; yet such unstructured memories often fail to
preserve information over long horizons.

In this work, we investigate how to enhance long-term memorization for learned au-
tonomous navigation and propose the Local Spatial Matrix Memory (LSMM), a spatially
structured recurrent memory based on Hadamard memory that updates only a local win-
dow around the robot’s estimated position at each step, so that information about a place
persists until the robot returns to it. To evaluate memorization over long horizons, we for-
mulate goal-free maze exploration as an end-to-end quadrupedal locomotion problem and
compare LSMM against LSTM, Transformer, and fixed-window baselines. All architectures
reach comparable maze coverage, but LSMM spreads its visits most evenly and is the only
architecture that remembers the maze layout, reducing the reconstruction error threefold.
Finally, we deploy the learned policy on a Unitree Go2 quadruped, demonstrating fully
autonomous exploration of a real outdoor maze without any map, planner, or external
commands.




Zusammenfassung

Fortbewegung von Robotern hat in den letzten Jahren erhebliche Fortschritte gemacht,
sodass gelernte Regelungsstrategien komplexes und unwegsames Geléande tberwinden
konnen. Diese Strategien folgen jedoch typischerweise Geschwindigkeitsbefehlen, die von
einer Person oder einem Ubergeordneten Planer vorgegeben werden, wodurch Roboter
nicht vollstdndig autonom agieren.

Um autonom in einer unbekannten Umgebung zu navigieren, muss eine Strategie Informa-
tionen speichern, die ihr Sichtfeld verlassen und erst deutlich spéter relevant werden. Im
Bereich des Reinforcement Learning wird dies tblicherweise mit Speicherarchitekturen
wie LSTMs adressiert, die Ende-zu-Ende mit der Strategie trainiert werden. Solche un-
strukturierten Speicher kdnnen Informationen jedoch oft nicht Uber lange Zeithorizonte
erhalten.

In dieser Arbeit untersuchen wir, wie sich die langfristige Speicherung von Informationen
fur gelernte autonome Navigation verbessern lasst, und stellen das LSMM vor, einen raum-
lich strukturierten rekurrenten Speicher auf Basis des Hadamard-Speichers, der in jedem
Zeitschritt nur ein lokales Fenster um die geschéatzte Position des Roboters aktualisiert,
sodass Informationen tber einen Ort erhalten bleiben, bis der Roboter dorthin zuriickkehrt.
Um die Speicherfahigkeit Gber lange Zeithorizonte zu evaluieren, formulieren wir die
ziellose Erkundung von Labyrinthen als ein Ende-zu-Ende Fortbewegungsproblem mit
einem vierbeinigen Roboter und vergleichen das LSMM mit LSTM-, Transformer- und
Fixed-Window-Vergleichsarchitekturen. Alle Architekturen erreichen eine vergleichbare
Erkundung des Labyrinths, jedoch verteilt das LSMM die verbrachte Zeit in jeder La-
byrinthzelle am gleichmaRigsten und ist die einzige Architektur, die sich die Struktur
des Labyrinths merkt und dabei den Rekonstruktionsfehler um das Dreifache reduziert.
AbschlieRend evaluieren wir die gelernte Strategie auf einem Unitree-Go2 Roboter und de-
monstrieren die vollstandig autonome Erkundung eines realen Labyrinths im Auf3enbereich
ohne Karte, Planer oder externe Befehle.
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1. Introduction

Thanks to breakthroughs in Deep Reinforcement Learning (DRL), legged robots can
now traverse rough terrain, jump over obstacles, and navigate toward goal positions
using policies trained in highly-parallelized simulations or directly in the real world
[1, 2, 3, 4, 5]. These policies usually follow velocity commands or short-horizon waypoints
[6, 7], leaving the higher-level planning to a human operator and making the system not
fully autonomous. Autonomous exploration of an unknown environment is a fundamentally
di Cerknt problem. The robot must not only control and reason about its body in a local
frame, but also decide where to go and remember where it has already been in order
to navigate and explore e Lciehtly [8]. These additional requirements turn locomotion
into a long-horizon, partially observable navigation problem in which the current local
observation is not enough [9].

Memory-augmented policies address this problem by leveraging an observation-action
history with architectures such as LSTMs [10], Gated Recurrent Units (GRUs) [11],
Transformers [12], or simply concatenating the history for an Multilayer Perceptron
(MLP) [13]. However, unstructured recurrent states, as in LSTMs or GRUs, easily mix or
overwrite spatially distinct information, as credit assignment is tricky, and finite-context
approaches, like Transformers or concatenation, discard old observations in less than
a second with the typical history lengths [13, 14]. Classical navigation systems avoid
this problem by explicitly registering observations in spatial maps, but typically separate
mapping, planning, and locomotion into individual components, losing out on potential
end-to-end e Lciehcy [15, 16, 17].

In this work, we investigate the performance of memory-augmented policy architectures
in quadrupedal maze navigation, in which remembering where to walk is crucial. We
introduce LSMM, a novel recurrent architecture, test it against unstructured recurrent
and finite-history baselines, and compare the approaches on exploration e [ciehcy and
long-term memory capability. The matrix memory leveraged by LSMM is aligned with
the environment’s frame and indexed using a position estimate, leading to a semi-latent




Figure 1.1.: (a) The Unitree Go2 autonomously explores a previously unseen 5 5m
outdoor maze. The red line shows the walked path. (b) The matrix memory at
the end of the run. The policy has written into the cells along its path, shown
with the three memory channels interpreted as RGB colors, while unwritten
cells keep their initial value in gray. (c) and (d) The robot navigating through
the maze.

hidden state. At every step, the policy modifies only a small window of the memory around
the robot’s position through learned calibration and update matrices, while the rest of
the memory remains untouched. A Convolutional Neural Network (CNN) [18] encoder
transforms the spatial memory into features used by both the policy and an auxiliary
maze-reconstruction head. This feature extraction combines the information persistence
of index-based updates and the locality of map-based navigation with learned latent
representations and end-to-end locomotion control, without any explicit path planning or
waypoint commands.

We formulate long-horizon, goal-free maze exploration as an end-to-end locomotion
problem and train our method for the Unitree Go2 quadruped in procedurally generated
mazes. Our experiments provide comprehensive empirical evaluations in simulation
and a deployment in the real world, demonstrating the capabilities of LSMM in maze
reconstruction, exploration e [ciehcy, robustness to localization noise, and generalization




to unseen mazes.

Figure 1.1(a) shows our LSMM-based policy deployed in the real world. The policy starts
in the middle of the maze and autonomously explores it without any provided commands.
Over time, the matrix memory visualized in Figure 1.1(b) is written, and the local update
property of the memory can be directly recognized from the path the agent took, as only
the traversed cells have changed. Figure 1.1(c) and (d) show close-up shots of the Unitree
Go2 traversing the maze while handling uneven terrain.




2. Foundations

2.1. Reinforcement Learning

Reinforcement Learning (RL) is a machine learning paradigm in which an agent learns
behaviors through trial-and-error interaction with an environment. At each timestep the
agent receives information about the environment, selects an action, and in return obtains
a scalar reward signal together with new information about the resulting situation. The
objective of the agent is not to imitate given demonstrations, but to discover a behavior
that maximizes the cumulative reward it collects over time. This makes RL particularly
suited for control problems such as legged locomotion, where an explicit specification of
the desired low-level behavior is di [culk, but the quality of a behavior can be assessed
through a reward function.

2.1.1. Partially Observable Markov Decision Processes

We formulate the end-to-end locomotion problem as a Partially Observable Markov Decision
Process (POMDP), defined by the tuple

P=(SiA; iP(s'jsa);0(js"a)R(s;a); ):

Here, S denotes the set of states, A the set of actions, and  the set of observations. The
transition function P(s' j s;a) describes the probability of reaching state s’ 2 S when
taking action a 2 A in state s 2 S. The reward function R(s; a) assigns a scalar reward
to the agent depending on the current state s and the taken action a, while the discount
factor 2 [0; 1] trades o Cirhmediate against future rewards.

A POMDP extends the Markov decision process (MDP) with respect to what the agent can
perceive of the environment. In an MDP the agent has access to the full state s and derives




its action directly from it. In a POMDP, in contrast, the agent only receives an observation
02 ,generated by the observation function O(0’ j s'; a), which maps the next state s’
and the action a to the next observation o’. The observation is thus a noisy, partial estimate
of the underlying state. This formulation models real-world robotic settings more closely,
since onboard sensors are noisy and only capture a part of the true environment state.

The goal in this setting is to learn a policy that maximizes the expected sum of discounted
rewards:

X )
Gt = lt+k;
- 2.1)
J=E [Go];

where Gt denotes the discounted return from timestep t onwards.

2.1.2. Value Functions and Bellman Equations

To reason about the quality of a policy , two quantities are commonly introduced. The
value function
V (s)=E [Gt]st=¢] (2.2)

describes the expected discounted return when starting in state s and following policy
afterwards. Analogously, the state-action value function

Q (s;a) =E [Gijst=s;ar= 4] (2.3)

describes the expected discounted return when taking action a in state s and following
thereafter. Both functions can be written recursively via the Bellman expectation equations,

e.g.,
V (S)=E [rc+ V (St+1) ]St =5]: (2.4)

Based on Bellman'’s principle of optimality which states that every sub-policy of an optimal
policy must itself be optimal dynamic programming methods such as policy iteration can
converge from any policy to an optimal policy . However, these methods require access
to the fully observable state s and the evaluation of a maximization over the action space.
In a POMDP with continuous states, observations, and actions, as in our setting, such
a maximization is infeasible. From this limitation policy-based methods are motivated,
which instead directly optimize a parameterized policy  with respect to the expected
return.




2.1.3. Policy Gradient Methods

Policy gradient methods represent the policy as a parametric function , e.g. a neural
network with parameters , and optimize the objective
' #
X
=argmax J( ); J()=E [Go]=E tre (2.5)

t=0

via gradient ascent. The Policy Gradient Theorem [19] provides an expression for the
gradient of this objective:

rJ()=E [rlog (ajs)A (stad)l; (2.6)

where A (st;at) = Q (st;at) V (st) denotes the advantage function. The advantage
measures how much better taking action a; in state s; is compared to the expected behavior
of the policy, and reduces the variance of the gradient estimate compared to using raw
returns. In practice, actor-critic architectures are used, in which a critic network estimates
V to compute advantage estimates, while the actor network represents the policy itself.

2.1.4. Proximal Policy Optimization

Proximal Policy Optimization (PPO) [20] is an on-policy actor-critic algorithm and the
current de-facto standard for learning locomotion policies in simulation [21, 7]. Plain
policy gradient updates are sensitive to the step size as large updates can drastically
change the policy and destabilize training. PPO addresses this by limiting how far the new
policy can deviate from the policy that collected the data. Defining the probability ratio

(@t j st)
e — , 2.7
t( ) @Sy 2.7
PPO maximizes the clipped surrogate objective
h i
LCP()=Ee min (DA clip(e( )1 51+ )A (2.8)

where A is an estimate of the advantage, typically computed with Generalized Advantage
Estimation (GAE) [22], and is a hyperparameter controlling the clipping range. The
clipping removes the incentive to move the probability ratio outside the interval [1  ;1+ ],
resulting in conservative and stable policy updates. Due to its stability, simplicity, and its
suitability for massively parallel simulation, PPO is the algorithm of choice in this work.




2.1.5. Memory-Augmented Reinforcement Learning

In a POMDP, a single observation o is in general not su [cieht to act optimally, since it
only provides a noisy, partial view of the state. It can therefore be necessary to aggregate
information over time—for instance, in a navigation setting, to know whether a given path
has already been taken. Formally, this means the policy should not only be conditioned
on the current observation but additionally on some representation My of the past,

at (@t j or; My); (2.9

which we refer to as a memory-conditioned policy. In the literature, two main approaches
exist to construct such a memory.

Memory Through History Concatenation And Sequence Modeling
The first approach represents the memory explicitly as the history of past interactions,

of past observations is concatenated and encoded into a feature vector from which the
next action is derived. Parisotto et al. apply transformer encoders to the observation
history so that the agent can learn at each step which parts of the history are currently
relevant, and report more stable training than recurrent baselines [23]. A drawback of
these approaches is that the accessible memory is bounded by the sequence length, and
that computational cost and memory consumption grow rapidly with longer histories,
which complicates long-horizon tasks.

Memory Through Recurrence

The second approach compresses the history into a hidden state that is updated at every
timestep by a recurrent neural network. Instead of storing the raw history, the network
learns to keep, update, or forget information as new observations arrive, yielding a constant
per-step cost independent of the episode length. The most common implementations are
LSTMs [10] and GRUs [24], both of which are widely used in robotic RL problems to
encode observations over time. While the concrete update rules of these architectures
di Cer] many recurrent memory mechanisms can be unified under a single matrix-based
update of the form stated as the Hadamard Memory Framework (HMF) which is explained
in the following section.




2.2. Hadamard Memory Framework (HMF)

In this section, we introduce the HMF, which later serves as the foundation for a new update
rule for recurrent matrix-based memory. From now on, we assume matrix-based memory
approaches, which di Cerlffrom most o [-the-shelf recurrent architectures such as GRU or
LSTM. Instead of compressing all information into a single hidden state vector,matrix-
based memories potentially o [erfladditional structure through their extra dimensions.
Moreover, architectures from image processing, such as CNNs or approaches similar to
the Vision Transformer (ViT) [25], can be used to leverage this structured memory and
extract important information from it. We state this information retrieval process as

zy = m(Mg; Xy); (2.10)

in which m represents a parametric function that is learned to extract important features
from the memory. m can be viewed as an input-dependent query, extracting relevant
information conditioned on the current input context X; at the given timestep. The
resulting feature vector z; then serves as the memory enhancement for DRL policies,
where the memory component is learned end-to-end through gradients from the task
objective.

The HMF [26] unifies a large class of existing memory writing rules under a single
formulation. At each timestep, the memory is updated as

M{=M¢ 1 Ci+ Uy Ct=C (Xt); U¢=U-(x); (2.11)

where C ;U- : RP ¥ RH H are parameterized functions of the current input and
denotes the Hadamard (element-wise) product. The calibration matrix C¢ determines
which components of the previous memory are weakened, retained, or strengthened, and
by how much they are scaled, while the update matrix U contains the new content to
be written into the memory. Two properties make the Hadamard product particularly
attractive as the core operator of this framework. First, it is computationally cheaper
than a full matrix product. Second, it operates on each memory element individually
and therefore prevents mixing the contents of di Lerent memory cells during calibration
and update, which would occur under a matrix product. Unrolling the recurrence in
Equation 2.11 yields the closed-form expression

Y X Y
M = Mg Ci+ U; Cj; (2.12)
i=1 i=1 j=i+1




where the products are taken element-wise. This form makes the role of the calibration
explicit: the contribution of the informatiordvritten at timestep i to the current memory
is modulated by the cumulative calibration }ziﬂ C;. Setting the corresponding entries
close to zero erases a no-longer-relevant experience (forgetting), whereas entries around
or above one preserve or reinforce it (strengthening). In the degenerate case C; = 1 for all
t, the memory neither forgets nor strengthens and merely accumulates new content over
time. Since retrieving a specific past event from such an ever-growing sum requires the
query to be approximately orthogonal to the keys of all other stored events, accumulation
without calibration becomes increasingly ill-posed once the episode length greatly exceeds
the memory dimension. An input-dependent calibration is therefore essential for selectively
managing memory over long horizons [26].

Several existing memory models arise as special cases of the HMF. For instance, the
matrix-based LSTM variant (MLSTM) updates its memory as

M¢ = F(Xe) My 1 +i(Xe) V(Xe)  K(Xp); (2.13)

where T and i are scalar forget and input gates, and v and k map the input to value
and key representations combined via the outer product . This corresponds to the
choice Cy = f(X¢) 1 and Uy = i(X¢) V(Xt) K(X¢) in Equation 2.11. Similarly, fast-weight
memories and linear Transformers can be reformulated within the framework through
appropriate choices of C; and Uy [26].

The flexibility of the calibration, however, comes at the cost of a training challenge. The
gradientsg the parameters with respect to early timesteps are governed by the cumulative
products i Ci in Equation 2.12. If the calibration matrix is fixed or independent of the
input, these products either diverge (entries with magnitude greater than one) or vanish
(entries with magnitude smaller than one) as the horizon grows, resulting in numeri-
cal instability or the loss of learning signal from early, potentially crucial, observations
[26]. Consequently, the calibration should be input-dependent while its entries oscillate
arodnd a value of one, such that the expected cumulative product remains bounded, i.e.,
E thl Ct lasT ¥ 1. The Stable Hadamard Memory proposed by [26] instantiates
this principle with a calibration design whose entries are bounded to [0; 2] and oscillate
around one, thereby mitigating vanishing and exploding gradients while still allowing
context-dependent forgetting and strengthening.
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3. Related Work

In this chapter, we review related work from two fields relevant to our problem. First, we
discuss memory architectures for DRL. Second, we survey work on quadrupedal locomotion
and navigation. Finally we position our problem and the proposed LSMM architecture at
the intersection of both fields.

3.1. Memory Architectures for Deep Reinforcement Learning

Partial observability in DRL is commonly addressed by conditioning the policy on a finite
observation history or a recurrent latent state [27]. Parisotto et al. bring transformer ar-
chitectures from Natural Language Processing (NLP) into DRL and show that the canonical
transformer is di Cculk to optimize with RL objectives, which they address by reordering
the layer normalization and introducing gating layers to stabilize training and surpass
LSTM agents on memory-based tasks [23]. A fundamentally di Lerknt use of such se-
guence models is to frame RL itself as a sequence modeling problem. Chen et al. introduce
the Decision Transformer, which is trained on trajectories of returns, states, and actions
and, conditioned on a desired return, predicts the actions that achieve it, which replaces
traditional RL optimization entirely [28]. As the quadratic cost of attention becomes
prohibitive for long trajectories, follow-up work replaces or combines the transformer
backbone with the Mamba state space model, which processes sequences with linear
complexity [29, 30]. However, these approaches operate in an o CinelRL setting and
require a dataset of pre-collected trajectories, which conflicts with our task, where useful
data only arises through exploration itself. As the observation history is processed as
a sequence, they are furthermore subject to the same context length limitation as the
other attention-based approaches. Le et al. show that LSTMs, GRUs, and many other
recurrent architectures update their memory in the same underlying way, calibrating
the previous memory element-wise and then writing new information additively [26].

1



They formalize this update rule as the HMF which was introduced in section 2.2 and
derive Stable Hadamard Memory, whose calibration keeps the memory from decaying
or exploding over long horizons. A recent instance of this family is the xXLSTM of Beck
et al., which extends the LSTM with exponential gating and a matrix memory whose
covariance update follows the same scheme of calibrating the previous state and additively
writing new information, and as a recurrent architecture with a constant-size state it
remains directly applicable to online RL [31]. However, all of these memories aggregate
observations over time and maintain no explicit link between the stored information and
the spatial location where it was acquired.

Spatial neural memories address this limitation by aligning the latent state with the
geometry of the environment. Neural Map stores features in a two-dimensional memory
indexed by the agent’s position for maze navigation [29]. MapNet similarly constructs a
self-centered latent map and learns to register new observations within it [30].

3.2. Quadrupedal Locomotion and Navigation

Quadrupedal locomotion refers to the challenge of traversing rough, irregular, and un-
known terrain with four-legged robotic systems, which requires the robot to sense its
environment and adapt to highly dynamic situations with potentially unpredictable dis-
turbances. In recent years, quadrupedal locomotion has made significant progress by
leveraging DRL, as heavily parallelized simulation frameworks such as MuJoCo XLA (MJX)
[32] and Isaac Sim [33] have made data collection significantly faster and enable the
learning of locomotion policies within minutes [21]. These methods allow agents to
acquire robust and agile policies in highly complex environments [21, 34], where most
approaches solve the traversal by following a provided velocity command in the robot’s X,
y, and yaw direction.

More recent works replace the velocity command with waypoints, given either as coordi-
nates for the robot’s base [35] or as foothold positions [36], which forces the agent to
master highly complex terrain involving jumping, climbing, and balancing, and shows
that giving the agent more navigational freedom to reach a position leads to more agile
and complex skills. However, the navigation in these works remains local, as the agent
is only given some freedom to move toward a prescribed waypoint rather than deciding
where to go on its own. The degree of this freedom varies, ranging from rather restricted
motion in the parkour works [35, 36] to more navigational freedom when locomotion
and navigation are learned jointly, which leads to a less restricted solution space and

12



thereby to more agile and varying gaits depending on the faced terrain [7]. Locomotion
and navigation are therefore still often viewed as separate problems in current research,
with navigation reduced to following externally provided local targets.

Classical legged-navigation stacks make this separation explicit by putting the locomotion
policy as the last layer in their pipeline, where it executes velocity or waypoint commands
produced by separate localization, mapping, and planning modules [15, 16, 17].Learning-
based approaches have tried to merge parts of this pipeline, as Rudin et al. train a single
policy that reaches a commanded target position within a given time [7] and Zhang et al.
learn a navigation policy that steers a separate locomotion policy to such a target [37].
Active Neural SLAM goes one step further and combines a learned mapping module with
global and local policies, but still keeps an explicit analytical planner between the map
and the executed actions [38]. In all of these cases, the decision where to move ultimately
comes from an external planner or operator, which for exploration typically builds an
occupancy map and repeatedly picks the next target on the frontier between the mapped
and unexplored space [8].

In this work, we remove this last remaining component and view locomotion and navigation
as one joint problem, hypothesizing that this leads to better traversal and more e [cieht
exploration. Without an external planner, however, the policy itself must take over what
the occupancy map provided, namely remembering which parts of the environment it
has already seen and deciding where to move next. This turns the navigation task into a
memory problem and is precisely why the memory architectures discussed in the previous
sections are central to this work. Our LSMM keeps the spatial indexing of the spatial
neural memories but does not need the analytical planner of Active Neural SLAM, since its
memory features enter the locomotion policy directly. Unlike Neural Map, which writes
a single feature vector into the agent’s current cell, it retrieves a whole window of cells
around the robot’s estimated position, applies the HMF update rule inside this window,
and leaves the rest of the memory unchanged. Memory and locomotion policy are trained
jointly, and an auxiliary head reconstructs the maze layout from the memory features,
which encourages the memory to retain task-relevant information about the maze. The
following chapter introduces the architecture and training setup that realize this joint
formulation.
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4. Methodology

We propose the LSMM, a spatially indexed latent memory that allows a single policy
to remember its environment, decide where to go, and control the robot’s joints at the
same time. First, we formalize the exploration task and the policy architecture. Then, we
introduce the local memory update of LSMM and describe how memory, encoders, and
policy are trained jointly with PPO [20] and an auxiliary maze reconstruction objective.
Finally, we present the key components of our simulation environment for learning an
end-to-end navigation policy that transfers zero-shot to the real world, discussing the
rewards, the curricula, the domain randomization, and the maze generation in detail.

4.1. Problem Formulation

We consider autonomous exploration of unseen mazes with the Unitree Go2 quadruped.
The robot starts at the center of a 10 10m maze built froma5 5gridof2 2m
cells and must visit as many cells as possible within an episode of 70s. At deployment,
the policy receives no goal position, waypoint, or velocity command. Since the current
observation does not reveal which parts of the maze the robot has already visited, the
task is a POMDP in which the policy must remember information over time. We therefore
learn a meBory-augmented policy (at j or; M) that maximizes the expected discounted
return E tre , where My is the spatial memory introduced in section 4.3 and ry is
the reward described in section 4.4.

The observation o consists of a three-dimensional command c; explained in section 4.6,
which is only used during training and constant at deployment, the proprioceptive state
o{’ comprising joint positions, joint velocities, the previous action, the angular velocity
of the trunk, and the projected gravity vector, and an exteroceptive observation o? of
terrain height samples around the trunk. The height samples are distributed in a radial
pattern of 25 rays linearly spaced over 360°, where along each ray of 1 m length 10 points
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are sampled at equal distances, leading to a total of 250 height samples. In addition,
the memory module receives a noisy estimate Pt = (R¢; %¢; "t) of the robot’s position and
heading in the environment frame. The critic has access to privileged information, namely
the linear velocity of the trunk, its height above ground, the contact states of the feet, the
ground-truth position, the per-cell visit counts, and a wider map of height samples. The
actions a; are target joint position o [sels to a nominal standing configuration, tracked by
a PD controller at 50 Hz.

4.2. Policy Architecture

L, _10F; +U; ¥y

=
g
N<>

o WP & \CNN.,/
LSMM
o
z Ky
L Or| N
Actor

Figure 4.1.: Actor architecture with the proposed LSMM memory module. Both branches
share z{ and of, while the memory branch additionally uses noisy position
and velocity estimates Pt and ¥ to update the matrix memory L¢. A CNN
then extracts z{" from L and an auxiliary MLP predicts the maze wall layout
¥t. The actor maps z{" and its observation o;to ;and ¢, from which a; is
sampled.

Figure 4.1 shows the policy architecture, which consists of two parts, the memory module
and the actor. Since the Go2's IMU cannot measure linear velocity directly, an MLP first
estimates it from the proprioceptive observation as ¥y = I(o‘t’). A second MLP encodes
the height samples into a feature vector z! = h(ol'). Then, the memory module takes
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[of; z{‘; ¥O¢; Pe] and writes them into the LSMM, as described in section 4.3. A CNN then
encodes the updated memory into a feature vector zi" = m(My). Finally, the action is
sampled from a Gaussian distribution

aa N (2 (g o=d(col;z;zM):

Together, these networks form the policy , where collects the parameters of the velocity
estimator |, the encoders h and m, the memory write functions f and g, and the actor d.

We train with an asymmetric actor-critic setup [39]. The critic is an MLP without memory.
It receives the privileged observations from section 4.1, where the per-cell visit counts
summarize the exploration progress that the actor has to remember. An auxiliary head
predicts the wall layout of the maze from the actor features at every step. The full layout
can only be recovered from information gathered earlier in the episode, so predicting it
requires the memory to store what the robot has seen. At deployment, the critic and the
wall prediction are dropped, and only  runs on the robot.

4.3. Local Spatial Matrix Memory

The LSMM is a tensor My 2 [0;1]7 W © whose first two dimensions are aligned with
the environment frame. Weuse H W =50 50 cells with C = 3 channels, so one cell
covers 0:2 0:2m of the maze. The channels carry learned features without a predefined
meaning, and all entries are initialized to 0:5 at the beginning of an episode.

Updating the full memory at every step, as done by the recurrent architectures in the HMF
[26], would constantly rewrite information about locations the robot currently cannot
observe. Therefore, LSMM only updates a window W, of 5 5 cells centered on the
memory cell of the position estimate P¢, correspondingto 1 1 m around the robot. Let
Lt 1 = M 1[W¢] denote the current content of this window. Two MLPs f and g compute
a calibration tensor F¢ and an update tensor Uy as

Fe=F o}z 0P 1 ; 1)
Ur=g o;z0pele 1

where both tensors match the shape of the window and are bounded to (0; 1) by a sigmoid.
Through L; ; the networks read the window before updating it, so F; acts as a forget
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gate on the stored content and U writes new information into it. Following the update
rule of the HMF, the window content is then overwritten with

C
Co=Lt 1 Fe+Ug Lt = !

= 7max(|:t) S : (4.2)

where  denotes the element-wise product and the normalization with = 0:02 keeps all
entries in [0; 1]. All entries outside W¢ remain unchanged.

Observations made in di Lerent parts of the maze therefore modify di [erknt parts in
the memory, and a written cell keeps its latent exactly until the robot returns to the
corresponding location, independent of how much time passes in between. The calibration
through F lets the policy decide how much of the previously stored information to keep
when it revisits a location, and the spatial layout of M allows a direct visual comparison
with the true maze, which we use in chapter 6.

4.4. RL Training Setup in Simulation

We train policy and critic with PPO in 5000 parallel MJX [40] environments with 300 000
pre-generated maze layouts. The full objective combines the clipped surrogate and value
losses of PPO with the maze reconstruction and velocity estimation losses

L I—PPO + mazel—maze + veILveI maze: vel 2R

1 X
Lmaze = — yeilog¥ei + (1 yei)log(l  Yei) (4.3)
i=1
I—vel = kv Otkz;

where y; 2 f0; 19" indicates which of the n,, possible wall segments of the maze exist,
¥+ contains the wall probabilities predicted by the auxiliary head, and v is the simulated
linear velocity of the trunk. Lmaze is the Binary Cross Entropy (BCE) error between the
predicted and the true wall layout, averaged over all n,, wall segments, so every wall of
the maze contributes equally to the error. Its gradients reach the write functions f and
g through the memory encoder m and train the memory to store the maze layout. The
exploration task demands long-horizon credit assignment, as reaching the last unexplored
cells at the end of an episode depends on decisions made many seconds earlier. Therefore,
we use a high discount factor of = 0:995. Table A.1 lists all learning hyperparameters.
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4.5. Rewards

Each training episode is either a goal episode, in which the robot is commanded toward a
neighboring maze cell, or an exploration episode, in which it receives no command and
must cover as much of the maze as possible. The reward r consists of task rewards, which
depend on the episode type, and shaping penalties for the gait and the navigation. In
exploration episodes, the robot collects a reward for being in rarely visited cells, which
decays with the time already spent in the current cell, and a reward for the overall maze
coverage. In goal episodes, it is instead rewarded for moving toward the commanded cell
and reaching it. In addition, the maze reconstruction reward is active in both episode
types and rewards the agent for correctly predicting the maze layout, based on the BCE
error between the predicted and true wall distribution. The shaping penalties punish
stalling, walking close to walls, joint limits, torques, action rates, and asymmetric gaits.
Table A.2 lists all terms and coe Lciehts.

Each term r;j is scaled by its coe Lcieht w; from Table A.2,by the timestep t, and the gait
shaping penalties are additionally scaled by the task curriculum coe [cieht introduced
in section 4.6, so that they do not suppress learning early in training. The total reward is
computed as > >
re = max Wi ;i + Wj rej; 0+ Wajives (4.4)
i2T j2s
where T contains the task, navigation and auxiliary shaping terms and S the gait shaping
terms of Table A.2. Furthermore, a selection of rewards during training time are visualized
in Figure A.1 - Figure A.7. Note that the sum of all reward terms is clipped at zero
before a constant alive bonus wyj,e is added outside the clipping. This ensures that the
accumulated penalties can never drive the total reward negative, which would otherwise
make early termination attractive, while the alive bonus guarantees a strictly positive
signal for staying alive at every timestep.

4.6. Curricula

Learning to walk and to explore at the same time is di [culk, as the exploration rewards
provide no useful signal while the robot cannot walk yet. Therefore, we bootstrap training
with goal episodes, in which the command c; contains the position of a reachable neigh-
boring maze cell in the robot’s base frame. The least visited neighboring cell is selected to
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already bias the policy toward exploration, and once it is reached, the next goal is sampled
immediately. The last entry of ¢ flags the episode type, and in exploration episodes the
command is the constant vector [0; 0; 1], so the policy must decide on its own where to
move.

The di LCculky of training is controlled by two performance-based curriculum coe Lciehts
[41, 42]. The task curriculum 2 [0; 1] and the terrain curriculum 2 [0; 1] are single
scalar coe Lciehts that scale all curriculum-dependent parts of the training setup. The task
coe [cieht controls the fraction of exploration episodes, ramps up the shaping penalties,
so that they do not suppress the learning of exploration early in training and scales domain
randomization ranges. The terrain coe Lcieht controls the fraction of the maze’s walls
that are present and the sampling ranges of the environment properties, so the policy first
learns to walk and follow goals in open spaces before it faces more and more complicated
mazes.

Both coe [ciehts are discretized into 100 levels with a base step size of = 1=100 and are
updated only at episode termination. Success and failure of an episode are determined by
the fraction of visited cells 2 [0; 1] and the episode length T relative to the maximum
episode length Trmax,

S = AT >09Tmax) ;

F= < (T <0:6Tmax);

with the thresholds ( *; ) = (0:8; 0:4) in goal episodes and (0:6; 0:3) in exploration
episodes. The task coe Lcieht and its step multiplier k 2 N are then updated as

(4.5)

8 8

=clip( +k ;0;1) ifS; =k +1 if increased;

_clip 7 .01 ifF”N <095 k 1 if decreased; (4.6)
- otherwise; “k otherwise:

Consecutive successes therefore grow the step size linearly, which lets the curriculum
accelerate through di Cculky levels the policy already masters and drastically reduces
the time needed to converge, while a single failure resets the step size and only mildly
lowers the di Cculty, still forcing careful progression once the policy starts to fail. The
terrain coe Lcieht follows Equation 4.6 with its own step multiplier, with the additional
condition for an increase that the terrain di Cculty sampled in the terminated episode was
at least 0:9 , ensuring that the policy has actually demonstrated success near the current
di Cculky level before it is raised further.

At the end of training, e [eckively all episodes are exploration episodes, and the deployed
policy never depends on an external goal.
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4.7. Domain Randomization

To enable sim-to-real transfer to the real robot, we apply extensive domain randomization
during training, with all parameters listed in Table A.3. We randomize the robot model,
including the trunk mass, the center of mass, the feet sizes, the collision geometry as well
as the joint damping, armature, and friction. For the environment, we randomize the
gravity vector, the ground friction, and the contact compliance, and for the actuation,
we randomize the motor strength and apply action delays. We further randomize the
initial state of the robot by adding noise to its initial joint positions and velocities, its
base orientation, and its start position. On the observation side, we add noise to all
proprioceptive observations and distort the height samples with noise, tilts, and delays
of up to 60 ms. The position estimate is perturbed by up to 0:20 m, corresponding to
one memory cell, so that the policy learns to tolerate imperfect localization. Finally, we
push the robot with velocities of up to 0:3 m=s to simulate external disturbances. Most
randomization ranges grow with the curriculum coe Lcieht , so that the policy faces
increasingly di Cculk dynamics as its performance improves, while the observation noise is
applied at full strength throughout training, as detailed in the caption of Table A.3. For
the policy deployed on the real robot, we further widen several randomization ranges
and additionally randomize the controller gains and the contact time constant, denoted
by the values in parentheses in Table A.3, to make the deployed policy even more robust
against the unmodeled dynamics of the real world.

4.8. Maze Generation

To learn a policy that explores mazes without overfitting to certain patterns in the maze
generation, we need a maze generation algorithm that is unbiased. Creating mazes is
closely related to spanning trees, as a perfect maze, meaning a fully connected maze
without loops, can be described as a spanning tree over the grid of maze cells. A uniform
spanning tree is a spanning tree sampled with uniform probability from the set of all
possible spanning trees. This property allows us to generate unbiased, pattern-free mazes
in which each maze layout is equally probable. Wilson’s algorithm [43] generates such
uniform spanning trees using loop-erased random walks. We base our maze generation
on Wilson'’s algorithm, but as loops are critical to our experiments, for example to test
whether a policy is capable of breaking out of already visited loops and exploring uniformly,
we modify the output of Wilson’s algorithm and reintroduce loops by opening dead ends
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with a fixed probability. During this braiding step, we reject wall openings that would
create 2 2 open areas, so that the maze structure of narrow corridors is preserved. Note
that this post-processing step trades the strict uniformity of the underlying spanning
tree for the desired loop structure, while the unbiasedness of the base layout is retained.
Finally, we check each generated maze against all previously generated mazes and discard
duplicates, so that the training set consists of unique layouts. Algorithm 1 summarizes
the full procedure. The resulting 5 5 maze structure is then loaded into simulation at
every episode start uniformly sampled from 300_000 pre-generated mazes.

Algorithm 1 Maze generation based on Wilson’s algorithm with braiding

Require: gridsize R C, number of mazes M, braid probability p
Ensure: set D of M unique maze layouts
1: D ;
2: while jDj <M do
3 // Wilson’s algorithm: uniform spanning tree T
4 T  fvg with v sampled uniformly from all cells
5: while T does not contain all cells do
6: sample start cell u 2 T uniformly
7 perform a random walk from u until reaching T
8 erase all loops from the walk in the order they appear
9: add the resulting loop-erased path to T
10: end while

11: // Braiding: reintroduce loops

12: for all dead-end cells c in T in random order do
13: with probability 1  p: continue

14: W closed inner walls of ¢ whose removal creates no 2 2 open area
15: if W & ; then

16: remove a wall sampled uniformly from W
17: end if

18: end for

19: // Uniqueness check

20: m  wall tensor of the braided maze

21: if m 2 D then

22: D DJ[fmg

23: end if

24: end while
25: return D
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5. Experimental Setup

In this chapter we introduce the setup of our experiments and the metrics used to evaluate
our approach. Our experiments examine how LSMM explores compared to unstructured
memory architectures, what the di Lerknt memories actually retain about the environment,
and whether the learned behavior transfers to the real robot. We compare LSMM against
an LSTM, a Transformer, and an MLP with a fixed window of stacked past observations.
For each architecture, we train three seeds on a single NVIDIA RTX 3090 GPU with 24 GB
of VRAM for 2:5 billion environment steps, evaluate each policy on multiple simulation
experiments, and deploy LSMM in a real-world setting. The resulting training times di Lerl
considerably between the architectures, as shown in Figure A.7: the LSTM-based policy is
the most expensive to train at over 20 hours, while the fixed-window baseline is the fastest
at slightly above 10 hours; our LSMM approach completes training in roughly 16 hours.

5.1. Baselines

Each baseline exchanges the memory module of our architecture with its own memory
mechanism. Specifically, each baseline replaces the LSMM block in Figure 4.1 with its own
component. All baselines receive the same observations as LSMM, including the position
estimate, are trained with the same auxiliary losses and the hyperparameters of Table A.1,
and therefore di Lerlffrom LSMM only in their memory mechanism.

5.1.1. LSTM

The LSTM is the architecture closest to our approach, as it represents the standard
recurrent architecture used in memory-enhanced RL. The idea behind this baseline is to
directly compare our approach, which leverages structure inside the hidden state, against
an approach without such structure. We use a hidden state vector of size 1000, as this is
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the largest hidden state that fits onto our training setup. In comparison, our approach
leverages a hidden state of size 50 50 3 = 7500. The reason our approach fits this much
larger hidden state into memory is that our gating functions are considerably small, as the
gating matrices F¢ and U only have a size of 5 5 3 = 75 compared to 1000 in the LSTM.

5.1.2. FixedWindow

The most straightforward approach to build up memory is to stack the last observations
together and feed them into the agent, where an MLP creates a feature vector out of the
stacked history. This approach is limited by two factors. First, naive frame stacking can be
very memory intensive, as the memory consumption grows strongly with longer windows.
Second, the maximum observation history is limited by the unroll length of our training
setup. Due to these memory restrictions and our unroll length of 20, we decided to use
an observation history of the last 10 observations. Furthermore, we apply masking if an
episode ends to restrict inter-episode information exchange.

5.1.3. Transformer

As transformers have a strong ability to select important information from a given sequence
based on a query, they are also very interesting for memory-enhanced RL. Since the
observation history is treated as a sequence, this approach is subject to similar restrictions
as the FixedWindow approach. Our implementation follows the TrXL-I architecture [23]
with a sequence length of the last 10 observations. Similar to FixedWindow, we apply
masking on the sequence if an episode has terminated within these observations.

5.2. Simulation

We let each trained policy run in 100 unseen evaluation environments. Each environment
consists of a unique maze constructed similarly to the mazes in the training setup but not
used during training. Using these environments, we assess each policy on three properties,
namely its exploration e [ciehcy, its maze reconstruction capabilities, and its ability to
encode environment properties that are randomized per maze cell.
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5.2.1. Exploration Efficiency

First, we measure the exploration e [ciehcy of each policy as the average amount of
explored cells inside the maze. This metric indicates how well an agent is able to explore
mazes. Second, we record the average visits per maze cell for each policy. As mazes are
constructed randomly, this metric shows whether an agent merely learned a fixed pattern
to walk through a maze or actually learns to adapt to the given maze. We therefore
hypothesize that the more uniformly the average cell visits are distributed, the better
the agent adapts to the maze and recognizes parts it has already explored. To quantify
this, we leverage the KL divergence between the cell visit distribution p produced by each
policy and a uniform distribution u, in which each cell is visited equally often.

pi

X
DkiL(pku) = pilog 0.
1

i=1
X Pi
= pilogT (5.1)

i=1 n

X
= pilog(pi n)

i=1
Equation 5.1 shows the computation for this special case of the KL divergence. As the
probability of each cell under the uniform distribution is u; = 1=n, with n being the
number of maze cells, the term can be simplified. Since p is normalized over the total
number of visits, the absolute visit counts cancel out and only the shape of the distribution
matters. A smaller KL divergence therefore states more uniform exploration, indicating
that the agent adapts to the given maze instead of repeatedly revisiting the same parts.

5.2.2. Maze Reconstruction Capabilities

As described in section 4.2, we leverage an additional maze layout prediction head on
the memory module to test the long-term memory capabilities of each architecture. In
this evaluation, we store the output of this prediction head and compare it against the
true maze layout. As the agent explores the maze throughout the episode, we compute
the average reconstruction error at every timestep. A policy that is capable of keeping the
layout inside its memory should therefore exhibit an error that shrinks over time, since
the more time the agent spends in a maze, the better it should be able to predict the full
layout.
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Figure 5.1.: Top-down view of the ground truth layout of the maze chosen to visually
analyze the exploration and reconstruction capabilities of LSMM and the
baselines. Black lines refer to walls inside the maze.

3C
BCEmme = - Vulogfu+( ve)logl fi) (52)
i=1
As our metric, we leverage the BCE error shown in Equation 5.2, which is similar to the
definition of Lz in Equation 4.3. Here, y; refers to the true maze wall layout, 9 to
the predicted layout at each timestep, and ny, to the size of the maze wall layout. In
addition, we visualize the prediction capabilities of each policy in a selected maze shown
in Figure 5.1. We chose this maze because it combines multiple complex parts the agent
has to conquer. The maze contains dead ends in the left part, in which the agent must
learn to turn around in order to explore further. The maze additionally contains multiple
loops of both shorter and longer length. An agent that cannot remember where it has
already been over a long time horizon could easily get stuck in such loops. Furthermore,
the maze is complex enough that randomly predicting a maze layout would not benefit
the agent at any time.

5.2.3. Encoding Environment Properties

To test whether the spatial memory can also support predictions beyond the maze layout,
we train an auxiliary head, similar to the maze prediction head, to estimate locally
varying environment properties, including gravity, ground friction, roughness, and ground
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Figure 5.2.: Ground truth maze layout used in deployment (left) and the real-world maze
(right). The ground truth layout contains an additional wall in the lower
left part that is missing in the real-world maze. Since the artificial height
samples are built from the ground truth layout, the agent observed this wall
during the deployment run, and the left layout is therefore used for the metric
computation.

damping. For each cell in a maze, we sample each property uniformly from a range scaled
by the performance-based curriculum.

X
MAE=% iZi  Zij (5.3)
i=1

We compare the memory capability against random guessing of the environment properties
and use the Mean Absolute Error (MAE) shown in Equation 5.3 as our comparison metric,
where a lower MAE indicates a better prediction. Here, Zj denotes the prediction vector
of all environment properties and Z; the true property vector. In our evaluation, we report
the prediction capability per environment property.

5.3. Real World

We deploy the LSMM policy on the Unitree Go2 in an unseen outdoor maze, as shown in
Figure 5.2. The goal of this experiment is to demonstrate that the exploration behavior
and the maze layout prediction of LSMM carry over from simulation to a real robot. We
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therefore deploy only LSMM and do not evaluate the baselines in the real world, as the
comparison between the architectures is covered by the simulation experiments. Due
to constraints on the available space, we reduce the size of the maze from 10 10m to
5 5m and therefore train a new policy that is capable of traversing the smaller maze.
Compared to our simulation setup, several challenges arise in this environment. A policy
conquering such a maze must be far more cautious about where to step to avoid crashing
into walls. We therefore introduce additional penalties for being too close to a wall or
deviating too much from the center line of the maze. Apart from the maze dimensions
and these additional penalties, the architecture, observations, and training procedure
remain unchanged. We get the position estimate from an AprilTag [44] on the robot
and run the policy locally on the onboard CPU, see Figure 5.2 (right). Furthermore, we
leverage the position estimate to build an artificial height map around the robot’s trunk,
matching the height samples in simulation. Similar to simulation the policy starts in the
maze center and does not receive a goal or an externally generated navigation command.
It explores the maze fully autonomously. To test whether the deployed policy behaves
similarly to LSMM in simulation, we record the average visits per cell and the maze layout
reconstruction error and compare them to the simulation results.
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6. Results

In this chapter, we present the results of evaluating our approach and the baselines in the
experimental settings described in chapter 5. We start by comparing our approach to the
baselines in simulation and then evaluate the applicability of our approach in the real
world.
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Figure 6.1.: Percentage of explored cells at the end of an episode. Bars show the mean
over 100 unseen evaluation mazes and three seeds per architecture, whiskers
the standard deviation. All architectures reach a comparable coverage.

6.1. Simulation

Figure 6.1 shows the fraction of explored cells at the end of an episode. LSMM, LSTM, and
the Transformer reach a comparable coverage of 78:9 % to 83:6 %, while FixedWindow
slightly falls behind with an average of 65:4 % of explored cells. We therefore derive that
pure exploration performance in our mazes does not require a spatial memory.

However, the coverage alone does not reveal how this exploration is achieved. The cell
visit distributions in Figure 6.2 are visualized as heat maps, where a darker cell color
indicates more average visits to that cell. Furthermore, the KL divergence between each
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Figure 6.2.: Average number of visits per maze cell across all evaluation episodes.
Dk (p ku) measures the divergence between the normalized visit distribution
p and a uniform distribution u, where lower values mean more even explo-
ration. LSMM spreads its visits most evenly over mazes.

visit distribution p and the uniform distribution u is shown. Here, a first di Lerknce between
the architectures is revealed. LSMM spreads its visits most evenly over the maze, with a
KL divergence of 0:008 compared to 0:011 to 0:017 for the Transformer and LSTM, while
FixedWindow concentrates its visits on the cells around the start. We can also observe a
di Lerknce in the edge cells of the maze. Comparing LSMM and LSTM, the corner cells
are visited slightly more often by the LSMM policies, which underlines the more uniform
visit distribution as well. Following our hypothesis from chapter 5, this more uniform
distribution indicates that LSMM adapts to the given maze and recognizes parts it has
already explored instead of merely following a fixed walking pattern.

Coverage alone also does not show what a policy has remembered. We therefore examine
the maze reconstruction error over the episode, shown in Figure 6.3. LSMM is the only
architecture that significantly reduces the error while exploring, from 0:33 to 0:11, more
than three times lower than any baseline. LSTM slightly reduces the error within the first
ten seconds but stagnates quickly afterwards. The Transformer and FixedWindow show
a similar behavior, as both approaches plateau at an error higher than initial guessing,
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Figure 6.3.: Maze reconstruction error over the course of an episode. Lines show the
mean over 100 unseen evaluation mazes and three seeds, shaded areas the
standard deviation. LSMM is the only architecture that significantly reduces
the error while exploring.

showing that an observation history of the last 10 observations is not enough to predict
any meaningful maze layout.

Figure 6.4 visualizes the maze layout predictions of all approaches in the chosen maze
stated in subsection 5.2.2 at three timesteps, t = 0:2s, t = 35:0s, and t = 70:0s. Ther-
fore the predictions are shown at the beginning, during, and at the end of the episode.
Furthermore, the trajectory the agent took up to each timestep is visualized as well. The
maze predicted by LSMM fills in wall by wall as the robot walks, until it closely matches
the ground truth at the end of the episode. The baselines, in contrast, either never predict
more than a few walls near their current position or hallucinate walls in free spaces. These
qualitative observations match the quantitative reconstruction errors discussed above.
When visually inspecting the behavior of the policies, the baselines explore more reactively
and forget the areas they have seen before, which can even lead to circling around walls
in loops. LSMM avoids returning to previously explored areas by building a persistent
map of the maze. It rarely hallucinates walls and keeps true walls in memory as long as
it has explored the corresponding cell enough. Across all architectures, the policies act
mostly restless and have a tendency to pace from cell to cell at 0:8-1:2 m=s to maximize
the intrinsic visitation reward.

To test possible extensions of our LSMM approach, we train a policy with a second
auxiliary head on the memory module that predicts the environment properties described
in chapter 5. Figure 6.5 shows the prediction capability of our memory compared to
randomly guessing the properties. The environment head trained on our memory module
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Figure 6.4.: Predicted maze layout at three times during an evaluation episode. The
trajectory walked up to each time is overlaid, colored from black to orange
by trajectory time. The prediction of LSMM fills in wall by wall as the robot
explores and closely matches the ground truth at the end of the episode,
while the baselines struggle to remember the walls in the areas they have
been before.

shows a consistently lower error than random guessing across the evaluated properties.
From this result, we reason that the policy can not only store where it has been but also
aspects of the world it experienced there. We suspect that a larger latent size for the
memory cells would allow better estimations and even more predicted properties. Storing
such environment properties can be interesting in scenarios in which the policy has to
adapt its gait for better traversability, or for route planning to decide where to walk next.
However, these scenarios are not evaluated in this work and remain promising directions
for future work.
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Figure 6.5.: Auxiliary prediction of spatially varying environment properties. Bars show
the normalized mean absolute error over all visited cells at the final time
step.

6.2. Real World

For the real-world deployment, the policy is deployed in the 5 5m outdoor maze.
The robot explores the maze fully autonomously, as it selects directions at intersections,
traverses longer corridors, and continues exploring after returning to previously visited
parts of the maze. The snapshot of the matrix memory in Figure 1.1 shows how the policy
modifies the cells along its trajectory, while cells outside the visited region retain their
initial value. The same structure is visible in the time spent in each cell shown in Figure 6.6,
where the regions that received no matrix memory updates are also the ones the robot
never entered. Compared to the simulation results, the deployment run distributes its
visits less uniformly and follows a more repetitive pattern. However, the visit distribution
covers enough of the maze to reduce the reconstruction error similarly to the simulation
results, as shown in Figure 6.7. As the maze is significantly smaller than in the simulation
setup, the policy observes a higher fraction of it early on, which leads to a faster error
reduction. During the deployment runs, we noticed that the policy sometimes tries to cut
corners or even touch the walls, which we could only reduce with strong penalties on cell
centering and wall proximity. This is necessary in our more fragile real-world maze setup,
but with proper solid walls, it might be beneficial to let the policy touch its surroundings
as another form of re-orientation and grounding of its predictions, as long as the impact
forces are mild.

32



LSMM (ours), deployment

D (pll0)=0377

(2} ~ (o)

o

w o
Time in cell (s)

N

-

0

Figure 6.6.: Time spent in each cell by our deployed LSMM policy. Compared to the
simulation results, this deployment run distributes its visits less uniformly
and follows a more repetitive pattern, which is also visible in the matrix
memory in Figure 1.1 (b).
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Figure 6.7.: Maze reconstruction error over deployment time of our LSMM policy. The
line shows the reconstruction error of the deployment run shown in Figure 1.1.
The policy reduces the error significantly within the first 30s.
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7. Discussion

Our results show that structuring the hidden state spatially changes what a policy remem-
bers rather than how much it explores. All architectures reach comparable maze coverage,
but only LSMM retains and reinforces the maze layout over time, which confirms that pure
exploration in our mazes does not require spatial memory while persistent knowledge
of the environment does. A further benefit of the architecture lies in its e [ciehcy. Since
the HMF update only modifies a local window per timestep, the gating functions remain
small, which makes it possible to fit an overall larger hidden state into memory. This is
especially beneficial for setups leveraging heavily parallelized simulation, which makes
learning such policies feasible in the first place.

However, our approach has limitations. In the provided environment, the LSMM memory
covers a fixed area that is aligned with the environment frame and sized to the maze, so
exploring environments of unknown size would require growing or shifting the memory
with the robot. The update further depends on an external position estimate, and although
training with  0:20m of noise makes the policy tolerate imperfect localization, we do
not yet estimate the position from onboard sensing alone. Finally, our mazes are flat and
small enough that reactive strategies reach similar coverage, so we expect the benefit of a
spatial memory for pure exploration to grow with the size of the environment.
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8. Conclusion & Outlook

8.1. Conclusion

We introduced LSMM, a spatially indexed latent memory that lets a single policy explore
unseen mazes end-to-end, from onboard observations to joint-level actions. By applying the
HMF update only to a local window centered on the robot’s position estimate, information
about a location persists in the memory until the robot returns there. In our experiments,
unstructured recurrent and finite-history baselines match LSMM in pure maze coverage,
but they explore reactively and forget the layout they have seen. LSMM instead builds a
persistent map of the maze while exploring, reduces the reconstruction error by a factor
of three, spreads its visits most evenly over the maze, and additionally stores physical
properties of the environment. We deployed the policy on a Unitree Go2 and demonstrated
goal-free exploration of a real outdoor maze without an explicit map, planner, or waypoint
commands.

8.2. Outlook

We see three directions to build upon the current results of our approach.

First, the approach can be extended to general unseen environments of the kind an agent
would encounter in real-world settings. Scaling to larger mazes is an intuitive first step, as
the benefit of a spatial memory grows with the size of the environment. The local updates
could help to build a robust and persistent map directly inside the hidden state even as
the environment grows. Beyond mazes, the same mechanism could be applied to more
natural terrain, where the agent must identify which regions are traversable and retain
this information in its memory, for instance steep, rough, or slippery areas it has already
encountered.
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Building on such a map, we also want to test whether an agent can learn to leverage its
memory for e Lcieht path planning. A particularly interesting scenario is a two-fold task
in which the agent first explores an environment, filling its matrix memory as completely
as possible, and in a second stage uses the written memory to autonomously find a fast
path from its current location to a previously seen one. Encoding terrain properties into
the memory would further enrich this setting: the agent could then decide where to walk
and, for example, prefer a longer but safer route over a shorter one that requires climbing
or crossing slippery ground.

Finally, predicting the current position from the memory itself is a very interesting direction,
in which the estimate would also be used to write into the memory at the predicted location.
We touched on this idea throughout this thesis, but major challenges arise from combining
prediction and writing in this way. The problem can be described as a chicken-and-egg
problem, as the agent needs a good memory to estimate correct position, but without a
good position estimate, building up a reliable memory is hard. Furthermore, o [zpblicyness
arises in the training setup, as an improving localization prediction changes the memory
content, leading to stale updates during the loss computation.

To summarize, these are possibilities and challenges that can be tackled to build memory-
enhanced policies for quadrupedal locomotion and navigation that autonomously walk
and explore an environment, leveraging the benefit of end-to-end optimization to find
smarter and more energy-e Lcieht ways to move through the world.
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A. Appendix

To ensure a fair comparison, we train all memory architectures in our experiments with
the same learning hyperparameters, which are listed in Table A.1.

Table A.2 lists all reward terms and their coe [ciehts. All terms are scaled with their
coe Lciehts and summed up, and the result is clipped to be above zero before the constant
alive bonus is added outside the clipping.

Table A.3 lists all domain randomization and observation noise parameters, with units
provided where applicable. Deviations for the deployment policy are stated in parentheses.

Figure A.1 - Figure A.7 show curriculum convergence, rewards during training and training
time of the LSMM approach aswell as baselines used for comparison.
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Table A.1.: Hyperparameters used in all experiments.

Hyperparameter Value
Training steps 2:5 10°
Parallel environments 5000
Steps per environment 20
Batch size 100 000
Minibatch size 25000
Updates per batch 5
Discount factor 0:995
GAE 0:9
Clipping range 0:2
Entropy coe [cieht (linearly annealed) 4 10 “to1 10 *
Actor optimizer Adam
Critic optimizer AdamwW
Velocity estimator and wall predictor optimizer Adamw
Actor learning rate 310 4
Critic learning rate 5 10 *
Velocity estimator and wall predictor learning rate 310 4
Gradient clip norm 1:0
Weight decay (AdamW) 110 4

maze 0:5

vel 0:1




Table A.2.: Reward terms and coefficients, used in Equation 4.4. The set T contains the
task and navigation shaping terms, and the set S contains the gait shaping
terms, which are scaled by the curriculum coefficient . [x]+ = max(x;0) and
— denotes the average over joints. n.e counts the steps spent in the current
cell, j is the deviation from the cell center toward walled side i, nggirs counts
leg pairs with both feet in the air, and t2" is the air time of the feet.

Reward Term Coefficient
T — Task, goal episodes

Goal direction 2 (1+ cos(vxy; gt)) min(kvxyk; 1) 0:04
Goal reached 1[dgoar<<0:25] 0:0625
T — Auxiliary reward

Maze reconstruction [0:3  “gce]+=0:3 0:06
T — Navigation shaping

Stalling [0:1 kvxyK]+ 0:1
Wall proximity 1[dyan<0:35] e >(wan 0:15) 0:015
Cell centering SulLilk 0:04
S — Gait shaping

Vertical velocity v2 0:04
Roll-pitch velocity Kwsxy k2 110 3
Roll-pitch position Kby K? 0:2
Joint position limits [a gm&]. +[gqmin  q]+ 0:8
Joint velocity limits lid 0:9qm]+ 0:1
Joint velocity ? 8 10 ©
Joint acceleration q? 1107
Joint torque (r=rmax)2 6 10 *
Power draw [Tq]+=(rmaxgmax) 6 10 4
Action rate (ar ar 1)? 0:06
Nominal position (@ q™m)? 0:2
Base height min ((h ™M) 1) 0:6
Air time [0:3 tir], 0:06
Feet pair air N3t 0:01
Ground collision 1[body below ground] 2:0
Outside clipping

Alive Waiive = 0:03
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Table A.3.: DR and observation noise parameters grouped by category. DR parameters
with arange are sampled uniformly, scaled by the curriculum coefficient from
the center of the range at level 0 to the full range at level 1. DR parameters
marked with a factor f scale their nominal model value uniformly within
[1 f; 1 + f]. Observation noise values x are sampled uniformly from
[ x;x] and applied fully without curriculum scaling. Values in parentheses
denote the deployment policy where it differs from the simulation policy.

Parameter Range / Factor Unit Parameter Range / Factor Unit
General Model randomization
Randomization probability per step 0:001 - Gravity 8:81- 10:81 m=s2
Action delay Additional trunk mass 2:0-2:0 kg
Maximum delay 1(3) steps _ COM displacement 0:01-0:01 m
Delay probability 0:05 B Foot size 0:018 — 0:026 m
Joint damping 0:0 - 0:1 (0:0 - 0:15) -
Control randomization Joint armature 0:005 - 0:015 -
Motor strength 0:8-1:2 (0:7-1:3) - Joint friction loss 0:0-0:4 -
P-gain factor 1:0 (0:7 - 1:3) = Tangential friction f = 0:5 (0:6) -
D-gain factor 1:0 (0:7-1:3) -~ Torsional friction f =0:5 (0:6) -
Asymmetric factor 1:0 (0:98 - 1:02) - Rolling friction f = 0:5 (0:6) -
Joint position o [set 0:0 ( 0:02 -0:02) rad Terrain damping f=06 _
Perturbation randomization Terrain sti [ndss f=05 -
Push velocity per axis 0:3-0:3 m=s Contact time constant - (1:8, log range) -
Additive push probability 0:5 _ Lateral gravity components  0:5 m=s
Additive multiplier 15 _ Vertical gravity component  0:1 m=s>
Trunk geometry size 0:05-0:1 m
Initial state randomization Trunk geometry length 0:05-0:15 m
Joint position noise 0:1 (0:2) rad Lidar geometry size f=05 _
Joint position o [set 0:01 rad
Joint velocity scale 0:1 (0:25) _ Height map observation noise
Linear velocity noise 0:1 (0:25) m=s  Zolseknoise 0:02 m
Angular velocity noise 0:1 (0:25) rad=s Tilt roll noise 0:2 rad
Roll angle noise 0:05 (0:15) rad  Tiltpitch noise 0:2 rad
Pitch angle noise 0:05 (0:15) rag ~ Gaussian Z noise std 0:02 m
Yaw angle noise 0:0 (0:125) rad XY grid noise 0:02 (0:2) m
Start position noise 0:0 (0:2) m  Maximum delay 3 steps -
Delay probability 0:05 (0:1) -
Proprioceptive observation noise
Joint position noise 0:01 rad
Joint velocity noise 0:5 rad=s
Trunk angular velocity noise 0:2 rad=s
Gravity vector noise 0:05 rad
Position estimate noise 0:2 m
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Figure A.1.: Curriculum convergence of all approaches during training, plotted against
environment steps. Lines show the mean over three seeds per approach;
shaded areas indicate the standard deviation.
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Figure A.2.: Average reward of all approaches during training, plotted against environment

steps. Lines show the mean over three seeds per approach; shaded areas
indicate the standard deviation.
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Average Bias Reward
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Figure A.3.: Average bias reward of all approaches during training, plotted against envi-
ronment steps. Lines show the mean over three seeds per approach; shaded
areas indicate the standard deviation. The bias reward is the sum of the goal
direction and goal reached rewards listed in Table A.2.
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Figure A.4.: Average cell visit reward of all approaches during training, plotted against
environment steps. Lines show the mean over three seeds per approach;
shaded areas indicate the standard deviation.
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Average Maze Reconstruction Reward
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Figure A.5.: Average maze reconstruction reward of all approaches during training, plot-

ted against environment steps. Lines show the mean over three seeds per

approach; shaded areas indicate the standard deviation. The FixedWindow
and Transformer curves overlap at zero.
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Figure A.6.: Average episode length of all approaches during training, plotted against

environment steps. Lines show the mean over three seeds per approach;
shaded areas indicate the standard deviation.
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Figure A.7.: Cumulative wall-clock training time of all approaches in hours, plotted against

environment steps. Lines show the mean over three seeds per approach;
shaded areas indicate the standard deviation.
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